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Am | qualified?

Maybe?

Working with Spark since 2015
Hive, Pig and MapReduce (2012+)

Real-time big data reporting Q 50+ ANSWErs on
using Spark/Impala/CDH = stackoverflow

Real-time Decision Engine using for Spark
Spark Structured Streaming + ML
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SPOALL | Objectives

Spark 2.3 Streaming Features

Problem Definition

Options for Solutions
Architecture Overview

| essons Learned

U.S.S.ENTERPRISE

NCC-1701-A
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SPOALL | Spark 2.3+ Streaming Features

_pl'P

Before CP
(micro-batch)

<

After CP
(ms latency)

_
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Stream-Stream Joins

« Buffered

= Late Events

« Same Join Semantics

Continuous Processing
o R N
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= Problem Definition

Search Results Streaming Logs
User

( DPTION 1 (x
‘ (@)OPTION 2

( )OPTION 3
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O Options for Solutions

Batch Rule Generation Streaming Decision Engine

Pros cons Pros cons

Straightforward

schedule-based  Delayed Response Real-time High durability
deployment adjustments required
Simple Architecture Reactive Proactive More _Complex
Architecture
Low cost Lesser Impact Impactful 24/7 monitoring
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SPOALL | Architecture

Stream-Stream
Join

Live Site
Change

ML API
Models

(!

(@OPTION 2
C OPTION 1

( OPTION 3
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ALL | Architecture W

Apps/Browser
Metrics / Logs / Events

—

Collector/UIS
(collection)

g T T
asse —

Kafka Queues
Cluster

\_—/

Kafka

(X 48 partitions / 2 replicas

Partitioned by Date + time
Z S [3 24 partitions / 2 replicas
Y

<50KB gzipped JSON Files

1M+ files/day Streaming JSON
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ALL | Architecture _

Flatten
Ilidll: IIOO@]-II'
"type'": "donut",
"name" : "Cake",
-
"batter;' [
{ Donut Cake . 1001 Regular
Ilidll: "1001",
"type": "Regular"
i' Donut Cake 0.55 1002 Chocolate
Ilidll: II1002II,
}, type”: “Chocolate Donut Cake 0.55 1003 Blueberry
{
Ilidll: II1003II' 1)
"type": "Blueberry" Donut Cake 0.55 1004 DFeOv(;Ids

s
{

Ilidll : II1004II'
"type": "Devil's Foog
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SPOALL | Architecture ’ %

F &2 2L

WARNING

P P P P P P P

Scala Code Coming...
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ALL | Architecture %

Scala Code!

case class Batter(

[ ° [ Ilidll: II0001II'
id: String, wtypets "donut",

type: String "name": "Cake",

) Nested Case classes batterst: |

"batter": [
{

case class PastryRecord( “type": "Regular”
id: String, ?
type: String, “type®s "Chotolate"
name: String, '
ppu: Double, A —-
batters: Seqg[Batter]

) 1o Il: Il1004|l,
"type": "Devil's Food"

import org.apache.spark.sql.Encoders .

import org.apache.spark.sql.{functions => F} '

val prSchema = Encoders.product[PastryRecord].schema

val prDataset = df.selectExpr("CAST(value AS STRING) AS json str")

.select(F.from_json(F.col("json_str"), prSchema).alias("json_parsed"))

.select("json_parsed.*") Make top-level

.as[PastryRecord] Convert to Dataset[T]
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SPOALL | Architecture

s PRT IV Qg

Stream-Stream Join

Aggregatio.~ State £356.5k

Zistinct keys

400k /

_
300k /
200
100k
0
0 30 04:55:00 04:56:00

Presentation + Resources:

Bounded with Watermarking

Aggregation State 83k
Distinct keys
80k
60k
20k
04:48:30 04:49:00 04:49:30
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ALL | Architecture gexteN A&%

Machine Learning

Spark.ML | DataFrame/Dataset-based
XGBoost &/or RF Regression

Trained offline

Served directly In stream

Predicting future value
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ALL | Architecture gex

Taking Action
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SPOALL | Lessons Learned

Infamous Small Files Problem

N

Parsing JSON
> Nested Case classes
» Using Encoders.product

> Converting to Dataset|[T]
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SPOALL | Lessons Learned m

W
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